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Abstract. Nonnegative Matrix Factorization (NMF) is a robust method for multivariate data analysis,
especially as the data is sparse and highly redundant. However, when the redundancy is not very strong,
the data is noisy, and no special constraints on the factors to be estimated can be imposed, the factoriza-
tion is very challenging, even for a small-scale data. To tackle such problems, we propose to use damped
Newton iterations. Initially, we update the solution basically with the information on a gradient direc-
tion, and gradually steer towards Newton iterations when we observe a decrease in the cost function. We
demonstrated experimentally that our approach is superior to many well-known methods for NMF.

1 Introduction

NMF aims at finding low dimensional data representations that are intrinsically nonnegative and usually have
some physical meaning and interpretation. The reduced dimensionality is very useful in data analysis due to
many advantages such as denoising, computational efficiency, greater interpretability and easier visualization.
Hence, NMF has already found diverse applications [1–11] in multivariate data analysis, machine learning, and
signal/image processing.

There are several techniques for estimating nonnegative low dimensional data representations to the input
data. The classical algorithms include the multiplicative updates [2,12,13], projected descent updates [14], and
alternating least squares [1, 15].

The multiplicative updates that have been considerably popularized by Lee and Seung [2] unfortunately
suffer from many drawbacks such as a slow convergence and no guarantee to converge to a stationary point of
the NMF optimization problem. Chih-Jen Lin [13] propose some minor modifications to the basic multiplicative
rules that resolve the latter problem, but still their convergence rate is relatively slow.

The alternative to the multiplicative algorithms can be a numerous group of Projected Gradient (PG)
algorithms. The examples can be found in [1, 14, 16]. Their update rules are additive and basically use only
the information about the gradient descent. With reference to multiplicative ones, the PG algorithms usually
demonstrate an improved convergence rate, and if their projection rules consider the Karush Kuhn Tucker (KKT)
optimality conditions, the convergence behavior is typically monotonic to a stationary point. Nevertheless, their
convergence rate strongly depends on a step size in the gradient descent direction.

The convergence can be considerably improved if the second-order term of the Taylor expansion to a cost
function is used. We observed that the Newton iterations considerably improve the performance of NMF [17]
but a computation of the Hessian is computationally challenging for large-scale problems. In this paper, we
use the Euclidean distance to model the fitness of our model to the observations. For this case, the Hessian
has a block diagonal structure with identical blocks. As demonstrated in [1] a single iteration of the Newton
method leads to the well-known Alternating Least Squares (ALS) algorithm [15]. This algorithm is suitable for
large-scale problems, especially highly redundant. Otherwise, it demonstrates a non-monotonic convergence and
there is no guarantee that the ALS can find a stationary point.

To tackle the convergence problems, Kim et al [18] proposed the improved versions of the Quasi-Newton
method [17] that guarantees a monotonic convergence. They assumed that the entries of the estimated factors
that belong to, so-called, an active set and already satisfy the KKT conditions should not be updated any longer.
Hence, they are excluded from subsequent iterations. Unfortunately, as we demonstrated experimentally, their
algorithm does not always give satisfactory estimates.

Since an alternating optimization is non-convex intrinsically, an unfortunate initialization may give wrong
estimates, even though the underlying algorithm is fast and monotonically convergent. This problem is partic-
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ularly often encountered when the redundancy is not very strong, the data is noisy, and the estimated factors
are not very sparse.

To handle this case, we propose the Newton-based algorithm that combines several approaches. In the early
stage of updating, we perform gradient descent updates with a very small step size until some stagnation is
observed. When the solution is roughly estimated we increase a step size gradually until a next stagnation point
is reached. Each stagnation is expected to occur at a lower level of the cost function. When a step size is larger,
the information contained in the second-order Taylor expansion term play an more important role. Finally, we
go towards the solution only with the Newton iterations. Meantime, we control the KKT conditions for each
entry. If an entry is detected as belonging to an active set, it is excluded from the next updates. The strategy of
our algorithm is somewhat similar to the damped Newton iterations proposed in [19] but we solve the damping
approach in a different way.

The remainder has the following organization. Section 2 introduces to the Newton algorithms for NMF. The
damped Newton iterations are explained in the next section. The experiments are given in Section 4. Finally,
Section 5 contains the brief conclusions.

2 Newton Algorithms for NMF

The aim of NMF is to find such lower-rank nonnegative matrices A = [aij ] ∈ RI×J
+ and X = [xjt] ∈ RJ×T

+

that Y = [yit] ∼= AX ∈ RI×T
+ , given the data matrix Y , the lower rank J , and possibly some prior knowledge

on the matrices A or X. The orthant of nonnegative real numbers is denoted by R+. Typically we have high
redundancy, i.e. J << IT

I+T but in our considerations we assume J ≤ min{I, T} and T >> I.
To estimate the matrices A and X from Y , we assume the squared Euclidean distance:

D(Y ||AX) =
1
2
||Y −AX||2F . (1)

The function (1) can be rewritten as

D(Y ||AX) =
1
2

tr{Y Y T } − tr{Y XT AT }+
1
2

tr{AT XXT A}

=
1
2

(
vec(AT )

)T (
II ⊗XXT

)
vec(AT )−

(
vec(XY T )

)T

vec(AT ) +
1
2

tr{Y Y T }, (2)

where II ∈ RI×I is an identity matrix, tr{Z} is the trace of Z, the symbol ⊗ stands for the Kronecker product,
and vec(A) = [a11a21 . . . aI1a12 . . . aIJ ]T ∈ RIJ is a vectorized form of the matrix A. Equivalently

D(Y ||AX) =
1
2

(vec(X))T
(
IT ⊗AT A

)
vec(X)−

(
vec(AT Y )

)T

vec(X) +
1
2

tr{Y Y T }. (3)

Let QA = II ⊗XXT ∈ RIJ×IJ , QX = IT ⊗AT A ∈ RJT×JT , cA = −vec(XY T ) ∈ RIJ , cX = −vec(AT Y ) ∈
RJT , ā = vec(AT ) ∈ RIJ , x̄ = vec(X) ∈ RJT . The problem of estimating the matrices A and X can therefore
be expressed in terms of the Quadratic Programming (QP) problems subject to the nonnegativity constraints:

min
aij≥0

1
2
āT QAā + cT

Aā, min
xjt≥0

1
2
x̄T QX x̄ + cT

X x̄. (4)

Since we assume the quadratic cost function, the matrices QA and QX are the Hessians of D(Y ||AX) with
respect to A and X, respectively.

The solutions to (4) should satisfy the KKT optimality conditions:

∂

∂aij
D(Y ||AX) = 0, if aij > 0, and

∂

∂aij
D(Y ||AX) > 0, if aij = 0. (5)

∂

∂xjt
D(Y ||AX) = 0, if xjt > 0, and

∂

∂xjt
D(Y ||AX) > 0, if xjt = 0. (6)

For aij > 0, we have ∂
∂aij

D(Y ||AX) = QAā + c̄A = 0, and in consequence

QAā = −c̄A, s.t. ā > 0. (7)
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To handle the case aij = 0, we follow [20] and transform (7) to the reduced system:

Q
(R)
A ā(R) = −c̄

(R)
A , s.t. ā(R) > 0, (8)

where Q
(R)
A = DAQADA −DA + IIJ and c̄

(R)
A = DAc̄A. The diagonal matrix DA consists of the indices of

inactive variables in the current iterative step. Thus

DA = diag
(
vec(ZT

A)
)

, (9)

where the index matrix ZA of inactive variables in A is defined as:

ZA = [z(A)
ij ], z

(A)
ij =

{
1 if aij > 0,
0 if aij = 0, and ∂

∂aij
D(Y ||AX) > 0.

(10)

If aij = 0 and ∂
∂aij

D(Y ||AX) = 0, we have a degenerated solution, and in this paper we do not discuss this
case. However, if this case takes place, we propose to restart the iterations or terminate if the estimate is good
enough.

The reduced matrix Q
(R)
A in the system (8) has still a block-diagonal structure and is quite sparse. Hence, the

standard Conjugate Gradients (CG) algorithm is very useful in this case. Unfortunately, the CG approximations
might not be nonnegative, hence we need to apply the projection of the CG approximations onto R+.

Since we assume T >> I, the Hessian QX is very large and its diagonal blocks are identical. For xij > 0,
we have ∂

∂xjt
D(Y ||AX) = QX x̄ + c̄X = 0, and in consequence

X = Matrix(x̄) = Matrix
(−Q−1

X c̄X

)
= (AT A)−1AT Y , s.t. xjt > 0, (11)

where Matrix(x̄) is the inverse operation to the vectorization: x̄ = vec(X). Assuming AT A is positive definite,
the LS update (11) can be readily transformed to the Newton updates:

X ← X − (AT A)−1AT (AX − Y ) = X − P X , s.t. xjt > 0, (12)

where P X expresses descent directions.
To handle the case xij = 0, we follow a similar strategy as for updating A. Let

ZX = [z(X)
jt ], z

(X)
jt =

{
1 if xjt > 0,
0 if xjt = 0, and ∂

∂xjt
D(Y ||AX) > 0.

(13)

Thus, we have the projected Newton updates:

X ← [X − P X ¯ZX ]+ , (14)

where the symbol ¯ denotes the Hadamard product, and [ξ]+ = max{0, ξ} is a projection onto R+.
We assume the columns in A are independent and scaled to the unit length after each iteration, hence the

assumption on positive definiteness of AT A can be easily satisfied.

3 Damped Newton Iterations

The blocks XXT in the Hessian QA may be singular, so we proposed in [17] to use the Levenberg-Marquardt
approach with a small fixed damping parameter (λ = 10−12). In this paper, we demonstrate that this parameter
does not need to be small and fixed. Moreover, the choice of this parameter has a considerable impact on the
performance of NMF. This parameter does not only protect the Hessian QA against its possible singularity
but steers the character of the updates. Using the Levenberg-Marquardt method, we replace QA in (7) with
QA + λIJ , and the solution to the updated system for aij > 0 can be expressed in the matrix form by the
quasi-Newton iterations:

A ← A−GA(XXT + λIJ)−1, s.t. aij > 0, (15)

where GA = ∇AD(Y ||AX) = (AX − Y )XT is a gradient of D(Y ||AX) with respect to A.
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Note that if λ is large, the iterations (15) can be modeled by

A ← A− 1
λ

GA, s.t. aij > 0, (16)

and for this case we have PG updates [1] or the Landweber iterations with a very small step size.
Let X = UΣV T be a singular value decomposition of X, where Σ = [ΣJ 0] ∈ RJ×T and ΣJ = diag(σj) ∈

RJ×J contains singular values of X. The approximation obtained in the k-th iteration by (16) can be expressed
by

A(k) = Y V

[
Σ−1

J

0

]
Φ(k)UT , (17)

where Φ(k) = diag{φ(k)
j }. The filter factors for (16) are given as φ

(k)
j = 1 −

(
1− σ2

j

λ

)k

, and for j ∈ {1, . . . , J}
and k = 1, 2, . . .: we have 0 < φ

(k)
j < 1. If λ > σ2

1 , φ
(k)
j may be small even for the first iteration. Usually we

start the iterations from λ >> σ2
1 , and for this case φ

(k)
j is small and only slightly increases with k. The solution

is approximated only with the components that correspond to large singular values – usually the largest ones.
This phenomena probably accounts for a stagnation we observed after a few iterations, starting from a large
value of λ.

When a stagnation in the residual error is observed, we need to decrease the damping parameter λ to let the
smaller singular values participate at a higher degree in the updating process. Thus, we propose the following
strategy for setting this parameter: (1) Set λ to a large value, e.g. λ = 104, (2) Initialize the alternating
optimization process and estimate the residual error: r(k) = ||Y −A(k)X(k)||F /||Y ||F in the k-th iterative step,
(3) If c(k) = r(k−1) − r(k) < τ for k > k1: λ ← λ

2 and continue the iterations until the next stagnation point
occurs, (4) If cl < 0 for ∀l ∈ {k − 2, k − 1, k} and for k > k2, terminate the iterations.

The pseudo-code of our Damped Newton (DN) algorithm is given in Algorithm 1.

4 Experiments

The algorithm is tested for some Blind Source Separation (BSS) problems. Two different benchmarks of non-
negative signals are used to demonstrate the efficiency of the proposed algorithm. The benchmark A (the file
ACsincpos10.mat) contains 10 synthetic spectra from NMFLAB [21]. The spectra, which are represented by
the matrix X, are mixed with the random mixing matrix A ∈ R30×10, where randomly 30 percent of its entries
are set to zero. The mixed data is then corrupted with a zero-mean Gaussian noise with SNR = 20[dB]. The
benchmark B contains 40 sparse nonnegative random signals with the sparsity of about 80 percent. The signals
are mixed with the random mixing matrices A ∈ RI×40 with a different number of rows. We presented the
results for I = 50 and I = 80. For both matrices, sparsity(A) = 0.3.

The DN algorithm is compared with the following ones: ALS, FNMA(I) (proposed by Kim et al in [18]),
LPG [14], and QP-NMF (λ = 100, 4 inner iterations) [20]. In the DN algorithm we set the following parameters:
λ = 104, τ = 10−6, k1 = 3; k2 = 30, and kmax = 500. Each algorithm is initialized 100 times with uniformly
distributed random matrices. The quality of the estimates for the columns in the mixing matrix A is measured
with the Signal-to-Interference Ratios (SIRs) that are calculated according to [1].

The results obtained for the benchmark A are illustrated in Figs. 1–2, whereas the results concerning the
benchmark B are given in Fig. 3. Fig. 1(a) presents the statistics (box plots) for the mean-SIRs averaged over
10 columns in A. The statistics for the column in A that is estimated with the worst SIR in each Monte Carlo
trial is shown in Fig. 1(b). The normalized residual error versus iterations is presented in Fig. 2 for various
algorithms applied to the benchmark A. Our algorithm is intended for solving weakly redundant problems. Fig.
3 illustrates the effect of using a different number of observations. Fig. 3(a) shows the SIR results for weakly
redundant observations (I = 50 and J = 40) whereas Fig. 3(b) presents the results for the case where the
number of observations is doubled with respect to the number of the source signals (I = 80 and J = 40).

The computational complexity expressed in terms of the averaged elapsed time measured in MATLAB for
the benchmark B (I = 80 and J = 40) and 100 iterations with the following algorithms: ALS, FNMA(I), LPG,
and DN, amounts to 3.1, 42.3, 52.8, and 9.1 seconds, respectively.
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Algorithm 1: Damped Newton algorithm
Input : Y - data matrix, J - low rank of factorization, λ - initial damping parameter, τ - stagnation threshold,

k1 - minimum number of iterations for the first switching in damping, k2 - minimum number of
iterations, kmax - maximum number of iterations

Output: Factors A and X

Data: Initialize randomly A(0), X(0), and set k = 0
repeat1

k ← k + 1 ;2

begin Update for A3

Q
(k)
A = II ⊗X(k−1)(X(k−1))T + λIIJ , c

(k)
A = −vec(X(k−1)Y T ) ;4

Compute Z
(k)
A with (10) and D

(k)
A with (9) ;5

Q
(R)
A = D

(k)
A Q

(k)
A D

(k)
A −D

(k)
A + IIJ and c̄

(R)
A = D

(k)
A c̄

(k)
A ;6

Solve the system (8) with the projected CG method ;7

A(k) = Matrix(ā(R)) ;8

end9

begin Update for X10

P
(k)
X = ((A(k))T A(k))−1(A(k))T (A(k)X(k−1) − Y ) ;11

Compute Z
(k)
X with (13) ;12

X(k) =
[
X(k−1) − P

(k)
X ¯Z

(k)
X

]
+

;
13

end14

Compute d
(k)
j = ||a(k)

j ||2 where a
(k)
j is the j-th column vector of A(k) ;15

Scale A(k) ← A(k) diag{(d(k)
j )−1} ;16

Scale X(k) ← diag{d(k)
j }X(k) ;17

r(k) = ||Y −A(k)X(k)||F
||Y ||F

;18

For k > 1, compute c(k) = r(k−1) − r(k) ;19

if c(k) < τ and k > k1 then20

λ ← λ
2

;21

until k ≤ kmax or c(l) < 0 for ∀l ∈ {k − 2, k − 1, k} and k > k2 ;22

ALS QP−NMF FNMA(I) LPG DN
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Fig. 1. SIR statistics for the estimation of the columns in A using various algorithms (ALS, QP-NMF, FNMA(I), LPG,
DN) and the benchmark A (I = 30, J = 10): (a) mean over the columns; (b) worst column.
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Fig. 2. Normalized residual error versus iterations for the benchmark A using various algorithms (ALS, QP-NMF,
FNMA(I), LPG, DN).

5 Conclusions

The proposed algorithm considerably outperforms the ALS, FNMA(I) and QP-NMF algorithms with respect
to the mean-SIR as well as the worst-SIR measures. In comparison to the LPG, we obtained similar mean-
SIR performance but only for highly redundant data. When the number of observations is comparable with the
number of true sources (see Fig. 3(a)) the DN algorithm substantially outperforms the LPG. Our algorithm also
seems to be less sensitive to initialization than the LPG algorithm. To get even more stable results with the DN
algorithm, we need to decrease the tolerance τ for stagnation switching or to increase the damping parameter λ.
Obviously, this leads to much slower convergence, so a higher number of iterations is needed. When λ > 104, we
usually need more than 100 iterations to obtain acceptable results. This behavior is confirmed in Fig. 2. With
respect to the computational cost, the DN algorithm gives a leader position only to the ALS algorithm (which
is obvious and fully expected) but it is much faster than the LPG and FNMA(I) provided that the redundancy
is not very high.

Hence, with respect to many factors, we believe the DN algorithm outperforms all the tested algorithms.
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